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Goal

¥Performance evaluation of past and current 
client scheduling policies via simulation

¥Allows for fast, repeatable experiments 
over a wide range of parameters

¥Evaluate under typical scenarios

¥Evaluate under extreme, future scenarios



Outline

¥Scheduling problem

¥Scheduling policies

¥Simulation method and results

¥Summary



Scheduling Problem

¥Multiple projects

¥Each with its own job deadline

¥Work estimate (often inaccurate)

¥Client

¥Allocate resource share to each project

¥Resources

¥Often volatile and heterogeneous



Scheduling Goals

¥Maximize number of deadlines met 

¥Maximum CPU utilization

¥Enforce resource shares

¥Minimize monotony



Scheduling Issues
¥ CPU scheduling

¥ Which runnable job to run?

¥ Work fetch

¥ When to ask for more work, which project to ask, and 
how much work to ask for?

¥ Work send

¥ When a project receives a work request, which job to 
send?

¥ Completion time estimation

¥ How to estimating completion time of a job?



CPU Scheduling Policies
¥CS1

¥Round-robin time-slicing between 
projects, weighted according to their 
resource share

¥CS2

¥Simulate weighted round-robin (RR) 
scheduling, identifying jobs that will miss 
their deadlines.  Schedule such jobs 
earliest deadline Þrst (EDF).  If there are 
remaining CPUs, schedule other jobs using 
weighted round-robin



Work Fetch Policies
¥ WF1

¥ Keep enough work queue to Þll buffer, and divide 
queue between projects based on resource share, 
with each project always having at least one job 
running or queued

¥ WF2

¥ Maintain the Òlong-term debtÓ of work owed to 
each project.  Use simulation of weighted round-
robin to estimate its CPU shortfall.  Fetch work 
from the project for which debt-shortfall is 
greatest.  Avoid fetching work repeatedly from 
projects with tight deadlines.



Work Send Policies
¥ WS1

¥ Given a request for X seconds of work, send a set of 
jobs whose estimated run times (based on FLOPS 
estimates, benchmarks, etc.) are at least X

¥ WS2

¥ Request message includes a list of all jobs in 
progress on the host, including their deadlines and 
completion times.  For each ÒcandidateÓ job J, do an 
EDF simulation of the current workload with J 
added.  Send J only if it meets its deadline, all jobs 
that currently meet their deadlines continue to do 
so, and all jobs that miss their deadlines donÕt miss 
them by more.



Completion Time Estimation

¥ JC1

¥ FA+(1-F)B where F is fraction done, A is the 
estimate based on elapsed CPU time and fraction 
done, and B is estimate based on benchmarks, 
ßoating-point count, user preferences, and CPU 
efÞciency 

¥ JC2

¥ Maintain a per-project duration correction factor 
(DCF), an estimate of the ratio of actual CPU time 
to originally estimated CPU time.  



Simulator
¥ Evaluate overall policy (combination of the four 

types of sub-policies, e.g. CS2_WF2_WS2_JS2) 
with simulator

¥ Simulate a single client with identical scheduling 
logic and near-identical source code

¥ Refactored the scheduling code so there is a 
clean separation from the networking and 
memory-access code

¥ Simulator links to real BOINC scheduling code

¥ Inputs: simulation, project, host, client

¥ Outputs: simulation trace in html, metrics



Base Input Parameters

Parameter Value
duration 100 days

delta 60 seconds

Simulation Parameters

Parameter Value
resource share 100
latency bound 9 days

job FPOPS estimate 1.3e13 (3.67
hours on a
dedicated
3GHz host)

job FPOPS mean 1.3e13 (3.67
hours)

FPOPS std dev 0

Project Parameters

Parameter Value
number of cpus 2

dedicated cpu speed in FPOPS 1e9
fracti on of time available 0.8

! avail 1,000
ConnectionInterval 0

Host Parameters

Parameter Value
CPU scheduling period 60 minutes

WorkBufMinDays 0.1 days (2.4
hours) )

WorkBufAdditional 0.25 days (6
hours)

Client Parameters



Performance Metrics
¥ All metrics in [0,1] and ideally zero

¥ Idleness

¥ Of the total available CPU time, the fraction that is unused 
because there are no runnable jobs

¥ Waste

¥ Of the CPU time that is used, the fraction used by jobs that miss 
their deadline

¥ Share violation

¥ A measure of how closely the userÕs resource shares are 
respected

¥ Monotony

¥ An inverse measure of how often the host switches between 
projects



CPU Scheduling Waste
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for 1 ! i ! M,
¥meani FPOPS per job 
= i x FPOPS base
¥latency boundi = i x 
latency bound base
¥resource sharei = i x 
resource share base

TextCS2 often outperforms CS1 
by more than 10% 

because of EDF simulation



CPU Scheduling Monotony
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Higher project monotony
due to switch to EDF mode

for long tasks



CPU Scheduling

¥ Waste, idleness, share violation is relatively 
constant in mix range [1,20]
¥ Scales well with number projects



Slack with CS2_WF2_WS2_JC2
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¥ Slack: ratio of 
(latency bound / 
(mean FPOPS * 
1/host speed))

Waste caused by unavailability 
and buffer size

Median project slack



Work Fetch Waste
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WF2 improves waste 
by as much 90%

because of the use of
per-project long-term debt,
avoiding one job per project 



Work Fetch Share Violation
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WF2 improves share violation 
by as much 90% 

by avoiding download
of projects with tight deadlines



Work Send Waste
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¥ Ensured that clients 
have large work queue 
buffer and amount of 
work has high variance
¥ Work buffer size and 
connection interval to 2 
days
¥ Varied standard 
deviation of FPOPS per 
job by a factor of s 
relative to mean job 
size
¥ 2 projects with equal 
resource shares and job 
size that differ by a 
factor of 10

WS2 outperforms WS1 
often by 20% or more

due to check 
before download



Job Completion
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¥ error factor = 
actual work / 
user estimated 
work

JC2 outperforms JC1 
often by 70%.

DCF in JC2 converges quickly 
to the correct value



Related Work

¥Scheduling in Grid Computing

¥Volunteer computing systems are several 
factors more volatile and heterogeneous 
than grid systems

¥Assume jobs can be pushed to resources



Summary
¥ Good performance for all typical scenarios and many extreme ones

¥ CPU scheduling: CS2 better than CS1 by 10% in terms of waste, 
and roughly equal in terms of idleness, share violation, and 
monotony

¥ Work fetch: WF2 improves waste by as much as 90% and share 
violation by 50%

¥ Work send: WS2 improves waste by 20% or more, but increases 
idleness by about 20%

¥ Job completion time estimation: with JC2, waste is relatively 
constant with error factor.  With JC1, waste increases quickly 
near 1

¥ Room for improvement for extreme scenarios

¥ Waste when slack is tight

¥ Monotony when long jobs exist



Future Work

¥Future, extreme scenarios given 
architectural trends (e.g. large number of 
cores) and application needs (e.g. very short 
deadlines)

¥Characterize (future) application workloads

¥Useful for stats-based DCF



Workshop on Desktop Grids and Volunteer 
Computing Systems (PCGrid 2008)

¥ Provide a forum for discussing recent advances and 
identifying open issues for the research and 
development of scalable, fault-tolerant, and secure 
DGVCS's.

¥ Held in conjunction with IPDPS

¥ Miami, Florida, USA

¥ Submission deadline: October 15, 2007

¥ http://pcgrid.lri.fr


